Parallel Multi-level Analytical Global Placement on
Graphics Processing Units

Jason Cong and Yi Zou
Computer Science Department
University of California, Los Angeles
Los Angeles, CA 90095, USA

{cong, zouyi}@cs.ucla.edu

ABSTRACT

GPU platforms are becoming increasingly attractive for im-
plementing accelerators because they feature a larger num-
ber of cores with improved programmability. In this pa-
per, we describe our implementation of a state-of-the-art
academic multi-level analytical placer mPL [8] on Nvidia’s
massively parallel GT200 series platforms. We detail our ef-
forts on performance tuning and optimizations. When com-
pared to software implementation on Intel’s recent genera-
tion Xeon CPU, the speed of the global placement part of
mPL is 15X faster on average using a Tesla C1060 card, with
comparable WL. (less than 1% WL degradation on average)
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1. INTRODUCTION

Circuit placement, which determines the location of the
cells and macros in a layout, is a critical problem in the VL-
SICAD domain. The whole design flow needs a fast place-
ment engine to generate the physical hierarchy of the de-
sign in order to provide feedback to synthesis and guide the
optimizations [10]. As the silicon process technique contin-
ues shrinking down to 45nm and 32nm, and the degree of
integration continues going up, circuit placement becomes
more and more computationally intensive. Recently, the
frequency scaling of microprocessors has slowed down, and
the trend is that more and more cores are being put in a
single chip. We urgently need to implement parallel CAD
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algorithms [7], e.g., parallel circuit placement algorithms, to
make better use of multi-core or many-core systems.

Placement algorithms can be roughly divided into three
categories: partition-based approach such as Capo [6], iter-
ative refinement (e.g., simulated annealing) based such as
TimberWolf [20], Dragon [22], and the analytical-based ap-
proaches such as mPL [8], Aplace [16], FastPlace [21] and
Kraftwerk [13], etc. The partition-based method recursively
partitions the set of cells to obtain a placement solution. It-
erative refinement mainly employs pair-wise exchange or cell
move to optimize the solution. The method is relatively local
and lacks a global view. Analytical placement has a much
better global view and allows simultaneous movement of all
the cells under the density constraint. Analytical methods
are much more competitive compared to the partition-based
approach and simulated-annealing-based approach. In the
ISPD’06 placement contest [2], the top three placers all used
analytical methods. The reference placement engine used in
our work is mPL [8], which generated the best-quality results
in that contest, but only end up with the second place due to
a longer run-time (8% better wirelength with 4X longer run-
time compared to the first place winner) [19]. Ideally, one
would like to see shorter runtime without WL degradation.

Parallel placement is one way to improve the runtime of
placement. It has been studied in [9,14,17]. Most of the
placements are either based on the partitioning-based ap-
proach or based on simulated annealing with iterative refine-
ments. The approach in [9] first partitions the circuit and
then runs simulated annealing in parallel on different parts
of the circuit. Alternatively, the approach in [17] tries to
use parallel moves in simulated annealing where they evalu-
ate multiple candidate cell swap or cell move simultaneously.
Both approaches were implemented in a distributed environ-
ment or commodity multi-core systems. A recent study [14]
uses a graphics processing unit to accelerate placement al-
gorithms. The authors implemented their algorithm based
on FastPlace [21]. They mainly accelerated the linear sys-
tem solver for the quadratic placement. Many parts in the
density computation and spreading force computation were
still left to the CPU due to the architecture restrictions of
the GPU that was used. The overall speedup and wire-
length quality of the placer on any commonly used place-
ment benchmarks were not presented.

In this work we implement the most computational-intensive
kernels of mPL on GPUs, to accelerate the analytical global
placement part of the placer. The graphics processing unit
(GPU) is a new class of many-core system. Compared to the
traditional multi-core CPU, it features a much larger num-



ber of cores, but each core is simpler than one conventional
core in CPU. Programmers need to expose the parallelism
in the algorithm in a way that makes the best use of the un-
derlying hardware architecture. For example, in the Nvidia
GT200 series architecture, a number of cores (e.g., eight in
GT200) are grouped into one multiprocessor, and one mul-
tiprocessor only has one instruction unit. SIMD execution
will be performed within the group. The SIMD style of exe-
cution may have a significant negative impact on programs
with many divergent controls. Careful tuning on the load
balancing is needed to alleviate the effects. Also CUDA
requires a special data access pattern, with a group of con-
tiguous threads access contiguous data, to make better use
of memory bandwidths. Our implementations try to address
these issues for performance optimization.'

This paper is organized as following: Section 2 provides an
overview of mPL and summarizes the computational kernels
of the multi-level analytical circuit placement we are using.
Section 3 briefly presents the GT200 GPU architecture and
CUDA programming model. Section 4 presents implemen-
tation details, including data structures and our efforts on
performance tuning. We present our experiment results in
Section 5 and conclude the paper in Section 6.

2. MULTI-LEVEL ANALYTICAL CIRCUIT
PLACEMENT

Analytical placement has a better global view and tends
to provide a better solution. mPL is one state-of-the-art
academic placer that performs analytical placement using
the multi-level approach combined with density-constrained
non-linear programming. Detailed mathematical derivation
is shown in [8,19].

Here we briefly outline the key idea of the placer. The
placer tries to minimize the total wire-length:

S HPWL() M

pEhyperedges
subject to density constraints:
D(z,y)=d (2)

HPWL (half parameter wirelength) is a widely used metric
in interconnect prediction. D(z,y) is the density at location
(z,v), and d is the density target. This formulation suffers
from a practical difficulty: both the HPWL and the den-
sity are not smooth or differentiable. mPL uses smoothed
HPWL by log-sum-exp approximation as the optimization
objective. Here is the equation for the smoothed HPWL of
one hyperedge:

n(log(>_ e™i/M)+log(D " e /M) +log (Y e¥i/M)+log(y " e~¥i/))
®3)
where (z;,y;) is the location of the one pin in the hyperedge,
and 7 is a parameter that can be tuned for different approx-
imation accuracy. For density smoothing, mPL makes use

Note the idea presented in this paper can also be used
to parallelize mPL on commodity multi-core CPUs or clus-
ters. Paralleling the code using multi-core CPUs and multi-
threading is a more portable solution. This paper focuses
on the implementation using the heterogenous component —
GPU to achieve a better speedup with slightly more design
effort.

of Helmholtz smoothing:
Ov/0x =0,0¥/0y =0 (z,y) € OR

where A is Laplacian operator, € is a constant smoothing
parameter, ¥ is the smoothed density (or the potential of the
density field), D(z,y) is the density, R is the range and dR is
the boundary. So instead of solving the problem defined by
Eq.(1) and Eq.(2), mPL solves a smoothed problem whose
objective is smoothed HPWL and whose constraint is that
the smoothed density equals the smoothed density target
everywhere.

This non-linear constrained optimization problem is solved
by Augmented Lagrangian method in mPL’s latest imple-
mentation [11]. The Augmented Lagrangian method tries
to minimize

=N (¥(y) —d)+ny (Y(x,y) —d)° (%)

Here f is the optimization objective (sum of the smoothed
HPWL), X is the Lagrangian multiplier, p is the penalty co-
efficient, and d is the smoothed density target. In the outer
iteration, the Lagrangian multiplier and penalty coefficient
is updated according to certain rules. In the inner itera-
tion, a gradient descent method with constant stepsize is
employed to solve the subproblem specified in Eq.(5) for a
given A and pu.

The most costly part in the gradient descent method is
the gradient computation. The gradient is composed of two
parts: one is the gradient for the smoothed HPWL, and
the second is the gradient relating to the density penalty
terms. These gradients can also be interpreted as forces on
the modules.

mPL uses two type of forces in its implementation. The
first one is called the native force, which is derived from
the gradient of the smoothed HPWL. The x-component of
native force on pin i is computed as

ezi/n/(Eezi/n) _6*931'/77/(2 efzi'/n) (6)

and the y-component can be derived similarly. The force on
one module is the sum of the forces on its pins.

The second type of force is the spreading force; this is the
force that tries to spread the cells evenly. The x-component
of the spreading force on one module can be computed effi-
ciently by the difference of the integration of spreading force
on its left boundary and the integration of spreading force
on its right boundary [11]. The equation to compute the
x-component of the spreading force of one module is

Ytop Ytop
FspreadingX - / \I/(mleftay)dyf/ lp(x”'ghtay)dy

Ybottom Ybottom
(7)

where Zieft,Tright Ytop and Ysottom denote the location of
the corner points of a module. The y-component of the
spreading force can be computed similarly. Interpolation
is performed for sampling points that are not on the grid
points. The justification for using Eq.(7) as the gradient of
the density penalty terms was presented in [11].
Computing the spreading force also needs bin-density com-
putation and density smoothing. The partial differentiable

equation in Eq.(4) can be efficiently solved using 2D-DCT/IDCT

(8].
mPL also employs a multi-level framework. It first per-
forms recursive clustering and then places the modules at
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Figure 1: Profiling of the mPL global placement

the coarsest level. Next, it gradually performs de-clustering
and placement refinement at a finer level. The placement
solution at a coarser level is used to construct an initial
placement solution at a finer level. This multi-level ap-
proach also saves runtime compared to a flat placement.
The above-mentioned mathematic formulation and gradien-
t/force computation works for any level of the placement
within the multi-level framework. Note that in different lev-
els, the number of placement objects and the grid size for
bin-density computation differ.

We obtained the latest version of mPL source code from
the author of [8,11]. Based on the profiling information we
collected, native force computation, bin-density computa-
tion, bin-density smoothing and spreading force computa-
tion are the key functions that are repeatedly used in the
iterative process and are the most time-consuming parts in
the analytical global placement. Figure 1 shows the profil-
ing graph for a sample run using benchmark IBMO1. Native
force computation takes about 60% of the runtime, while
bin-density computation, density smoothing and spreading
force computation each takes about 10 to 15%; the remain-
ing parts include parser, 10 and clustering (less than 10%).
Note this is the profiling for benchmark IBM01. The profil-
ing differs for different benchmarks. For larger benchmarks,
the core computation takes a larger ratio and the parser, 10
and clustering take a smaller ratio (less than 4% of the total
runtime typically).

3. NVIDIA GT200 SERIES GPU ARCHITEC-
TURE

GPU is the processing unit specifically designed for han-
dling the computation for computer graphics. Conventional
GPU contains a number of processors for vertex processing,
texture processing and fragment pipeline. Texture process-
ing is normally vector-based as textures will contain RGB
components for visualization. Writing general programs for
GPU requires an in-depth understanding of the graphics
concepts and a conversion from the general computing task
to a graphics processing pipeline. This, often, is not an in-
tuitive and easy task.

The Nvidia GT200 series GPU? uses a unified shader
architecture, so that tasks for vertex processing, fragment
pipelining and texture processing are all performed by the
unified shader. Also, it uses scalar processors rather than
vector processors; thus it is much friendlier for general com-

2GT200 is the codename for the latest version of Nvidia
GPU. GTX280 and Tesla C1060 are specific names of the
video cards that use GT200 series of GPU.
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Figure 2: Hardware model of GT200 series GPU

puting tasks. Figure 2 shows the hardware model for the
GT200 series GPU. Each device is composed of N stream
multiprocessors (SM), and each multiprocessor is composed
of M stream processors (SP). Each processor has its dedi-
cated registers. The M stream processors in each multipro-
cessor shares a fast-access scratchpad memory called "Shared
Memory” (as shown in Figure 2), and shares the instruction
unit. These M processors run exactly the same threaded
program in the SPMD (single program multiple data) model.
The constant cache and texture cache are also shared by the
M processors in the same multiprocessor. Compared to the
previous generation G80 series, GT200 also adds the dou-
ble precision support. Each multiprocessor has one double
precision unit.

CUDA is the C environment for programming the G80,
G92 and GT200 series GPUs. It uses massive threading to
overlap the computing with the memory access latency, and
it also provides the scratchpad-like shared memory for fast
access (note the size of the shared memory is very limited).
Thread creation and switching are very lightweight on GPU
compared to multi-core CPU. In the CUDA environment,
users can write a SPMD code to map onto the hardware ar-
chitecture. Inside the code, users can define the parallelism
among different multiprocessors by specifying the number of
parallel blocks to use: N_block. Also the parallelism inside
each multiprocessor is specified by the number of threads
inside each block: N_thread. A total of N_block x N_thread
threads shall be created for that code. The block ID and
thread ID are used to identify different threads, and they can
access different data based on their IDs. Each thread can ac-
cess per-thread registers, per-thread-block shared memory,
per-thread-block cache and per-device global memory.

The hardware architecture of the Nvidia GPUs also has
certain limitations. Because of the SIMD fashion used in the
stream multiprocessor, there is significant overhead in han-
dling divergent control flows. No synchronization between
thread-blocks is provided except through global memory on
the board. Memory access needs to follow a special access
pattern (called coalesced access) where a half-wrap (16 in
the GT200 architecture) of threads shall access continuous
memory locations for optimal memory bandwidth. These
architecture restrictions impose considerable challenges for



implementation, and require significant tuning efforts for
better performance.

4. OUR IMPLEMENTATIONS

4.1 Native force computation

Native force is derived from the gradient of smoothed
HPWL (the equation of the force is in Eq.(6)). To compute
the force, first we need to compute > e¥i/m, > efzi/",z e¥ilmn
and Y e~ ¥/ for every hyperedge(net); next, for every pin
in the hyperedge, we compute the force on the pin (and
thus on the connected module) by computing e®i/"/ 37 e¥i/",
6*11‘/77/ b 6711'/77’ eyi/n/ Zeyi/n and e*yi/n/ Zeyi/n. The
force on each module is the sum of the forces on all its pins.

Figure 3 shows the pseudo code for the computation in-
volved in Eq.(6). (psz,py) are the offsets of the pin locations
versus the central locations of the module. So (me~+pe, my+
py) are the actual location of the pin. Clearly, we know that
e(mat+pa)/n — gma/n >l<em/’l7 e~ (Matpa)/n — o=ma/n y o=Pa/n
By decomposing the location of the pin into the module lo-
cation (ms, my) and offset (ps, py), the number of exp oper-
ations is reduced significantly. Only two exp operations for
each module (¢™=/" and e™v/") are needed, while a naive
approach needs two exp operations for each pin. In the ac-
tual software implementation, e?=/", e?v/" ¢™=/M and e™v/"
are pre-computed and stored in arrays. (emw/ " and e/
need to be recomputed in every inner iteration, while ePe/n
and e?¥/" need to be recomputed in every level of multi-level
placement.) The exp operations shown in the pseudo-code
Figure 3 just involve table lookups.

4.1.1 Parallelization schemes

Clearly the outer loop (the loop over the hyperedges) is
parallelizable. The inner loop is also parallelizable as it
mainly involves reduction operations and a parallelization
scheme that is similar to a tree-adder (or a more optimized
parallel reduction [15]) can be implemented. If we paral-
lelize the outer loop only, the inner loop will be executed
sequentially. Since the loop bound of the inner loop (the
loop over the pins) is the number of pins of the hyperedge
(not a constant value), we need to handle load balancing
carefully. If we parallelize the inner loop only, because the
average number of pins in a hyperedge is a a small number,
a parallel reduction implementation will leave many threads
idling and thus we will not have a good utilization of the
resources. We tried both approaches and found out that
parallelizing outer loop delivers better performance.

In order to solve the load balancing issue, we sort the
hyperedge array based on the number of pins in each hy-
peredge. CUDA uses a SIMD scheme within each group of
threads (called wrap, one wrap is 32 threads). If we do not
do sorting, the difference of the inner loop bound within one
wrap may be large, and the threads that terminate earlier (a
smaller inner loop bound) have to wait for the threads that
terminate later (a larger inner loop bound) due to the re-
strictions of SIMD scheme. Through sorting, the difference
of the inner loop bound within each wrap is minimized, and
we can somewhat alleviate the negative effects due to load
balancing of the SIMD scheme.

In addition to this, the memory writes into the native Force
array (line 17 to 20) need to use atomic writes to avoid pos-
sible conflicts, because it is possible that multiple threads
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ForAll hyperedge

SumExpPosX=SumExpNegX=SumExpPosY=SumExpNeg¥ =0;

ForAll pin (of that hyperedge)
module= getModule(pin);
mg=module.x; my=module.y;
Pe=Ppin.x; py=pin.y;
SumExpPosX4=e™@ /M 5 ¢Pa /M
SumExpNegX4=e ™™z /M 4 g =P /1
SumExpPosY+:emy/" * ePy/M
SumExpNegY+=e "4/ x ¢ Py /"

End ForAll

ForAll pin (of that hyperedge)
module= getModule(pin);
mg=module.x; my=module.y;
Pe=Pin.x; py=pin.y;
nativeForceX [module.ID]4+=

em@ /M 4 ePr/M | SumExpPosX—e ™" /" % e P2/ /SumExpNegX ;

nativeForceY [module.ID]+=

e™y/M % ePy /" [SumExpPosY—e "%/ x e P¥/" /SumExpNegY ;

End ForAll
End ForAll

Figure 3: Native force computation

try to update the same entry of nativeForce simultane-
ously. (Atomic operation is a supported scheme in CUDA
to avoid WAW hazard in the parallel scenario.) The device
we use only supports integer atomic operations in the global
memory; thus we also have to convert the nativeForce to a
fixed-point representation so that we can make use of integer
atomic operations.

While this is a simple solution that works well, there is still
room for further improvement. This parallelization scheme
needs to use atomic writes. We discovered that the atomic
write in the global memory is not very efficient, because
atomic operations need to check all the pending requests,
and serialize the requests, if necessary. Global memory ac-
cess is a long-latency operation, and the serialization of the
accesses would significantly impact the performance. We
further looked into the algorithm and found that it can be
rewritten in such a way that no atomic operation is needed.

The new pseudo code is shown in Figure 4. The major
difference is in the second half of the code. Instead of looping
over hyperedges, we loop over modules. For each module,
we compute the native F'orce through reduction accordingly.
This way, we can get rid of atomic operations. However, we
need to store the values of SumFExpPosX, SumExpPosY ,
SumFExpNegX and SumEzpNegY into arrays so that the
second loop (line 15 to 26) can access them; the unmodified
version in Figure 3 does not need to store them into arrays
and can access them in registers directly. This does add
some overhead, but the pseudo code in Figure 4 still runs
faster than the version with atomic writes.

After we rewrite the code in a way similar to Figure 4,
we also need to reconsider the parallelization scheme for the
second nested loop. We also have the option to parallelize
either the outer loop (the loop over modules) or inner loop
(the loop over pins), and the decision is influenced by the
average number of pins in a module. mPL uses the multi-
level approach and the number of modules in the placement
varies at different levels. When the number of modules is
small (coarse-level), each module has a large number of pins.
We would like to parallelize the inner loop as the parallel
reduction performs very well for large reductions. When the
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ForAll hyperedge
i=hyperedge .ID;

SumExpPosX [ i |[=SumExpNegX[ i]=SumExpPosY [ i|[=SumExpNegY [i]=0;

ForAll pin (of that hyperedge)
module= getModule(pin);
mg=module.x; my=module.y;
Pz=Pin.x; py=pin.y;
SumExpPosX [ i]+=e™@ /M x ePz/n .
SumExpNegX [ i]+=e~™=/" x ¢=Pz/1 .
SumExpPosY [ i]4+=e™v/" x ePy/"
SumExpNegY [ i]+:e’my/" xe Py/m

End ForAll

End ForAll

ForAll module
i=module.ID;
ForAll pin (of that module)
hedge= getHyperEdge(pin);
mg=module.x; my=module.y;
Pe=Pin.x; py=pin.y;
nativeForceX [i]+=e™=/" x eP=/7 /SumExpPosX [ hedge . 1D |

—e~ /M s ¢=P= /M /SumExpNegX [ hedge . ID |;

nativeForceY [i]+=e™¥/" x eP¥/" /SumExpPosY [hedge . D]

—e~™y/M s ¢~Py/" /SumExpNegY [ hedge . ID ];

End ForAll
End ForAll

Figure 4: Revised native force computation

number of modules is large (fine-level), each module has a
small number of pins. We would like to parallelize the outer
loop. We use a threshold on the average number of pins
in a module (32 in our implementation) to determine which
scheme to use.

4.1.2 Data structures and their memory layouts for
efficient access

In order to perform the actual computation on the GPU,
the netlist data structure needs to reside in the memory
space of GPU. Because the size of the array data is relatively
large, we need to put the data structure in global memory
space. It is reported that coalesced data access delivers one
magnitude larger bandwidth than uncoalesced access. We
need to design and layout the array data so that most data
accesses are coalesced.

The initial implementation for pseudo-code in Figure 4
involves the following arrays: expCurrX and expCurrY for
looking up e™=/" and e™/": expPinX and expPinY for
looking up e”*/" and ePv/"; hedgeArray which stores the
IDs of the pins in the hyperedges; moduleArray which stores
the IDs of the pins in the modules; and pinToModuleArray
which is used to the perform the inverse lookup in the get-
Module function; pinToHedge Array which is used to perform
the inverse lookup in getHyperEdge function. 3

We try to reduce the number of indirect data accesses.
Indirect data accesses are difficult to align and coalesce, and
thus may lower the data bandwidth. For example, inside the
loops, we first look up the index of the pin in an array for the
netlist structure (either in hedgeArray or moduleArray), and
use the index to lookup data from the expPinX and expPinY

3Software implementation uses STL containers e.g., vectors
and C++ objects which contain pointer fields to another ob-
jects to implement vertex, hyperedge and netlist data struc-
tures. CUDA device code only supports a C language subset.
We explicitly use these arrays to represent the data structure
needed.

sy
SuTg

ModuleID ModuleID

(a) 2D array-based data (b) Stair-case
layout data layout

array-based

Figure 5: Data layouts for coalesced access

array and inverse look up from either the pinToModule Array
or the pinToHedgeArray. This two-step process can be re-
duced to a one-step process if the data arrays take the loop
variable rather than the pin ID as the array index. For ex-
ample, we can create an array called expCurrX_hedgeArray
where ezp CurrX_hedgeArray[i][j]=exp CurrX[hedge Array[i][j]].
With this approach, we can get rid of most indirect data ac-
cesses.

The CUDA programming manual states that global mem-
ory bandwidth is used most efficiently when the simulta-
neous memory accesses by threads in a half-warp (16) can
be coalesced into a single memory transaction. So far we
assume many arrays such as expCurrX_hedgeArray are 2D
arrays (one dimension is module or hyperedge ID and an-
other dimension is for the index of pins in one module or
hyperedge). Figure 5(a) shows the 2D array-based data lay-
out. The black dots show a sample data access pattern by
a half-warp of threads. We see that this layout can ensure
a coalesced access. Clearly, it is not memory efficient, as
the number of pins in a module / hyperedge varies a lot.
We can also convert the layout into a 1D array and uses
another array to record the starting address offset of each
module / hyperedge. However, this will make coalesced ac-
cess difficult and significantly degrade the performance. We
designed a stair-case-like data array shown in Figure 5(b).
Instead of using a single 2D array, we use many small 2D ar-
rays. The size of each small array equals the half-wrap (16)
multiplied by the maximum number of pins in that half-wrap
of modules. We can balance both the allocated memory size
and the coalesced access requirements. We try to group the
remaining uncoalesced aceesses together. For example, the
accesses for SumFExpPosX, SumFExzpPosY, SumExrpNegX and
SumFEzpNegY in the second nested loop in Figure 4 are un-
coalesced. We merge these four arrays into a single array
whose entry has a float4 type, so that the penalty of unco-
alesced access is smaller as we access wider data.

Note that the data access pattern is strongly correlated
with the parallelization scheme. The above-mentioned data
layout is designed to parallelize the outer loop. Also note
that we choose to parallelize the inner loop rather than outer
loop when each module has a large number of pins. In this
case, a 1D array with some padding is sufficient to satisfy
the coalesced access requirements.

4.2 Bin density computation

Bin density counts the total overlapped area in each bin.
We outline the basic nested loop structure for bin density
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ForAll module
find out the list of Bins that it overlaps with
ForAll Bin (in the list)

Update the bin density of that bin

(add up the area the module overlaps with the bin)
End ForAll
End ForAll

Figure 6: Bin density computation

computation in Figure 6. We also can select whether to
parallelize the outer loop or inner loop. In the multi-level
approach, the grid size is the same magnitude as the module
size. The loop bound of the inner loop (the loop over bins
in the list) for many modules is small (e.g, the loop bound
is equal to 1 if a module resides completely within one bin),
and parallelizing the inner loop will leave many computing
units idle. Also, if we parallelize the inner loop only, some
computation (finding the bins we need to update for that
module) needs to be done sequentially. Parallelizing the
outer loop does not carry these restrictions. Thus, we decide
to parallelize the outer loop initially. We also use a sorting
of the geometrical size of the module to help resolve the load
balancing issues.

However, there are also some macros that are much larger
than standard cells, and these macros overlap with a large
number of bins. For these macros, the overhead due to load
balancing in the SIMD scheme comes into play if we paral-
lelize the outer loop only. We have implemented two version
of code. We parallelize outer loop for standard cell and
dummy cells, and parallelize the inner loop for macro cells.
This combined approach runs much faster than running any
scheme alone.

We use atomic operations to update the bin density, be-
cause simultaneous writes into the same bin are possible.
We also convert the bin density from floating point to fixed-
point (by multiplying a large number), as atomic operations
in CUDA do not support floating point.

4.3 Density smoothing
Density smoothing mainly employs 2D-DCT/IDCT as the
computational engine to solve the PDE specified in Eq.(4).

SmoothedDensity = IDCT>p(DCTap(BinDensity).xWeight)

(8)
Here we use .x to denote point-wise multiplication. Weight
is a matrix derived from the Eigenvalues of the PDE sys-
tem of Eq.(4) (this weight matrix is a constant matrix for
one level of placement). There are two ways to perform 2D-
DCT. The first approach is called direct matrix multiplica-
tion. The second approach relies on 2D-FFT. The complex-
ity of direct matrix multiplication O(N?) is certainly larger
than 2D-FFT O(N?logN). But since FFT has to frequently
use strided memory access pattern, the FLOPS performance
of 2D-FFT on GPU is usually much smaller than FLOPS in
matrix multiplication.

We implemented three versions of codes for Eq.(8). The
first version uses direct matrix multiplication to compute
DCT and IDCT. This version uses matrix multiplication
sample code in the Nvidia CUDA SDK. The second version
also uses direct matrix multiplication, but uses the CUBLAS
library for matrix multiplication. The third version im-
plements the FFT-based DCT using algorithms presented
in [18], and uses the CUFFT library for the FFT implemen-
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Figure 7: Spreading force computation

tation. The results are shown in Table 1. Based on these
results, we decide to use direct matrix multiplication (ver-
sion 1) to perform 2D-DCT when the grid size is no larger
than 64 by 64, and use the FFT-based approach for larger
grids.

4.4 Spreading force computation

The pseudo code for spreading force computation is shown
in Figure 7. This is a loop over all the modules; for each
module, we need to compute four integrations (over the four
boundaries of the module). We also decided to parallelize
the outer loop over modules. The integration is computed
using the composite trapezoidal rule [12]. We declared the
smoothed density as a 2D texture, and used texture lookup
to obtain the data used in integration. The hardware device
has a texture cache to speedup the texture access. Linear
interpolation is performed in the software implementation.
CUDA also provides hardware-based interpolations includ-
ing both nearest neighbor or linear interpolation. Out-of-
boundary access is also handled automatically.

The magnitude of the spreading force and the native force
on each module is used to determine the movement of each
module. Err, and Err, compute the sum of the square of
spreading force on the modules. This is used to detect the
convergence or update some penalty scaling coefficients if
necessary. A parallel reduction [15] is used to compute the
sum.

4.5 Accuracy issue and miscellaneous pitfalls

The original software implementation uses double preci-
sion. The device we use can support double precision, but
we do not use this because it is less efficient compared to sin-
gle precision. (One multiprocessor (8 cores) shares a double
precision unit, while each core has its own single precision
unit.) Moreover, we turn on an option in the CUDA com-
piler "—use_fast_math” to sacrifice some accuracy for faster
execution. Thus we have to convert the floating point to a
fixed point due to the limitation of atomic operations. These
accuracy compromises lead to a slightly different placement
solution.

The approximated HPWL using the logsumexp model in
Eq.(3) has a parameter 7. The software implementation uses
n = 0.01. The placement region is normalized to a [0,1] by
[0,1] area. Thus the exp operation in Eq.(3) may generate a
maximum value e'/%%! which can not be represented using
single precision. inf and nan occurs in the internal com-
putation if we leave the n = 0.01. We use a n = 0.012 in
our CUDA implementations. The maximum single precision
value is 3.4028234E+38. Setting exp(1/n) <3.4028234E+38
will get 7 > 0.01127. We enlarge the value of 7 to 0.012 to
reduce the out-of-range possibility in the subsequent addi-
tons/substractions of native force computation. The selec-
tion of 7 is stable for the test cases we use. But there won’t



Table 1: Run-time comparison for Eq.(8); Unit: ms

N 32 64

128 256 512 1024 2048

DMM

0.059 0.076 0.186

1.043 8.427 46.49 3494

DMM_CUBLAS 0.080 0.102 0.237 0.957 5.226 29.65 202.2

DCT_CUFFT

0.120 0.126 0.174 0.425 1.785 7.45  38.7

Table 2: Test circuit statistics
#pads  #cells #nets

IBMO1 246 12506 14111
IBMO05 1201 28146 28446
IBM10 744 68685 75196
IBM15 383 161187 186608
IBM18 272 210341 201920

Peko01 0 12506 13865
Peko05 0 28146 27777
Pekol0 0 68685 74452
Pekol5 0 161187 186225
Pekol8 0 210341 201648
Peku01 0 12506 13865
Peku05 0 28146 27777
Pekul0 0 68685 74452
Pekulb 0 161187 186225
Pekul8 0 210341 201648
adaptech 0 843244 867798
newbluel 337 330137 338901
newblue2 0 441586 465219
newblue3 0 494123 552199
newblue4 0 646219 637051
newblueb 0 1233154 1284251
newblue6 0 1255135 1288443
newblue7 0 2508002 2636820

be any rigorous proof to say it is stable.

S. EXPERIMENTAL RESULTS

The CUDA implementation is tested on a Nvidia Tesla
C1060 card (30*8 stream processors and 4GB board mem-
ory). We tested 23 benchmark circuits and Table 2 shows
the circuit statistics. Benchmark circuits include five circuits
from the ICCADO04 mixed-size placement benchmarks [1,5],
five circuits from the Peko placement benchmark [3], five
circuits from Peku placement benchmark [4], and all of the
eight large-scale benchmarks from the ISPD’06 placement
contest [2]. Table 3 shows the wirelength comparison and
run-time comparison. The software implementation runs on
an Intel Xeon E5405 (2.0 GHZ) CPU. We accelerated the
global placement by 15X on average and up to 24X for cer-
tain circuits. Due to the nature of the algorithm, the load
balancing issue still exists. Sorting can somewhat alleviate
the effect but still can not ensure a perfect load balancing
in the SIMD multiprocessors. This fact partly explains the
speedup variations from circuit to circuit.

Due to various accuracy compromises (e.g., change of 7,
using single-precision and some fixed-point computation in
the implementation), the wirelength is not exactly the same
as that in the double-precision software version running on
CPU. The maximum wire-length degradation (after global
placement) in the tested circuits is 8.84%, but the average
degradation is only 1%. We further ran through detailed

placement of mPL. The maximum wire-length degradation
(after detailed placement) in the tested circuits is 5.96%,
and the average degradation is 0.28%. We also observed
that GPU-accelerated version can get even better wirelength
results for some benchmark circuits.

Currently, the detailed placement portion still runs en-
tirely on CPU. Detailed placement takes about 1/4 of the
total run-time of the mPL placer. When the run-time of
the detailed placement is also included, the overall speedup
degrades to around 3.5X on average due to Amdahl’s law.

6. CONCLUSIONS AND FUTURE WORK

The GPU platform begins to emerge as a cost-effective and
mainstream parallel programming solution. In this paper
we describe our implementation effort for a state-of-the-art
academic multi-level analytical placer mPL [8] on Nvidia’s
massively parallel GT200 platforms. We speed up the global
placement by 15X on average compared to the original soft-
ware implementation on Intel’s recent-generation Xeon CPU.
Currently, we are working to accelerate the detailed place-
ment portion so that the overall placement speedup is not
degraded due to detailed placement. We are also looking at
more algorithmic improvements for performance optimiza-
tion.
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